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Abstract - Virtual machine (VM) live migration is a core
feature in resource management within data centres as it
allows running applications to be relocated to another host
so as to maintain SLA or for host maintenance purposes,
with near zero degradation to the performance of the
hosted service. This process however has its shortcomings
in that it creates resource constraints on the source host.
This in turn negatively affects the performance of the
migrating application on the source host. This paper aims
at identifying these resource overheads and the
performance degradation on the service running in the
VM. As a demonstration case, a testbed is setup with
Asterisk, an IP telephony application, running within a
virtual machine (VM) on a Xen hypervisor.
Index Terms – Virtual Machine, Virtualization, Xen
Hypervisor, Resource Management, Live Migration, Precopy Algorithm.
I. INTRODUCTION
The prospect of the next generation Internet is that it will be
ubiquitous; offer seamless links between its users and their
everyday essential internet services irrespective of what device
is being used or their geographical location. This implies
connectivity anytime, anywhere with any device. The
development and efficient delivery of these internet services
are evolving from their current state to be able to achieve the
above milestones.
Cloud computing is currently a hot topic within both industry
and academia alike. According to the National Institute of
Standards and Technology (NIST), cloud computing is “a
model for enabling convenient, on-demand network access to a
shared pool of configurable computing resources (e.g.
networks, servers, storage, applications, and services) that can
be rapidly provisioned and released with minimal management
effort or service provider interaction” [1].
With this paradigm shift, service provisioning is now
instantaneous, scalable with reduced upfront investment and
has better performance as well as fault-tolerant capabilities [2].
Amazon, Google as well as Microsoft are some of the big
industry players offering services in the cloud.
The International Telecommunication Union (ITU)
technology watch report of 2009 highlighted cloud computing
as a candidate technology for standardization work within

ITU. At the time of writing this paper, cloud computing and
virtualization are being included as part of an ITU-T study
group in future networks [3].
The development of Service Oriented Architecture (SOA) is
coming to the forefront as a means of improving service
interaction on the web. SOA “is a logical way of designing a
software system to provide services to either end-user
applications or to other services distributed in a network, via
published and discoverable interfaces” [4]. This development
is briefly mentioned so as to put in context the efficient
delivery aspect of these services as a result of virtualization
technology, which is the main focus and will be discussed later
in this paper.
In the context of a service provider, a data centre is a secure
facility which centrally stores and manages all the servers
running business critical applications. Traditionally, data
centres had a silo-oriented architecture in mind, whereby, an
application had a dedicated server along with all its resources;
RAM, CPU, storage and networking infrastructure controlled
by an operating system (OS), serving the hosted application‟s
needs. In trying to fulfill SLAs, these data centres overprovisioned these resources so as to meet peak resource
demand of their hosted applications. This resulted in a high
peak-to-average ratio on the server‟s resource consumption.
Also, „server sprawl‟ [5] came about as a result due to the
large number of „one server - one application models‟ that
were deployed.
Data centres have taken on server virtualization due to its
benefits such as reduced operational cost, centralised
administration, enhanced security, load balancing and
improved hardware utilization [6]. With ever rising costs and a
need to maintain stringent Service Level Agreements (SLAs),
service providers are turning to virtualization as a solution to
their problems [7].
The resource management capabilities offered by server
virtualization implies that these providers can now make use of
previously redundant computing resources, and still meet the
performance criterion required by the user. By consolidating
servers and their hosted services through virtualization in a
data centre, a pool of computing resources is also created. This
allows service providers to create host server clusters and
manage the resource needs of their services on a per-demand
basis.
Virtual Machine migration is a core feature in resource
management as revealed in the literature review, particularly

live migration [8]. This feature however does have its trade-off
in terms of resource overhead as will be illustrated in this
paper.
In Section II a background and related works concerning
server virtualization and the live migration feature is
introduced and discussed. Section III introduces the pre-copy
algorithm as used during the live migration process. In
Section IV a testbed is setup using the Xen hypervisor with a
virtual machine running Asterisk as a demo case to simulate a
VoIP service. Live migration experiments are carried out and
performance results are presented and finally, Section V gives
additional discussions and concludes the paper.

B. Xen Hypervisor
Xen [10] is an open source virtual machine monitor or
hypervisor which allows the multi-tenancy of guest operating
systems on the same physical computer.
In Xen, these guest operating systems or virtual machines are
referred to as domains as illustrated below in Figure 2. Domain
0 (dom0) acts as the sole administrative point for Xen's control
functions such as create, shutdown or save of other guest
virtual machines referred to as domain U (domU). Dom0 has
privileged access to the underlying hardware through the
hypervisor and exports abstractions of hardware devices to the
domUs [10].

II. BACKGROUND AND RELATED WORKS
A. Server Virtualization
Server virtualization is the technology that introduces a layer
of software abstraction between a computer‟s hardware and the
OS on which various applications can run as shown in Figure 1
below. This abstraction layer is known as the Virtual Machine
Monitor (VMM) or the hypervisor. The hypervisor hence acts
as a controller of the hardware resources and with this,
multiple OS can be run simultaneously on the same computing
system. These independent runtime environments are referred
to as virtual machines (VMs).
VMware, Xen, KVM and Microsoft's Hyper-V are some of
the popular virtualization products on the market. Xen has
been deployed in Amazon Elastic Compute Cloud (Amazon
EC2). This is a web service that provides resizable compute
capacity in the cloud and is designed to make web-scale
computing easier for developers [9].

Figure 1: Server Virtualization.

Figure 2: Xen hypervisor and domains.
C. Virtual Machine Migration
VM migration, as mentioned, is a core feature in resource
management. VM live migration is the transfer of a running
VM‟s active memory and execution state seamlessly over a
shared network infrastructure from a source to a destination
physical host, with no noticeable disruption to the hosted
application from a user‟s point of view. The benefit of this to
service providers is improved manageability, performance and
fault tolerance [8]. With this capability, a service provider can
balance the system load across the available hosts as well as
automate VM migration from one host to another in the event
of a catastrophic fault on one of the hosts. This plays a crucial
role in service availability as described in a SLA.
During a live migration, downtime refers to a period in
which the migrating VM is not running as it moves from the
source to the target host. Total migration time refers to the
period from when the migration begins until the VM is up and
running on the target host.
Memory migration techniques that exist tradeoff between
downtime and total migration time [11]. In [12] a pure-stopand-copy approach is discussed. This design trades off a
shorter total migration time for a longer downtime by
suspending the VM during the entire memory migration period
and only restarting it on the target node upon completion.
A pure demand approach [13] contrasts the latter technique.
A short stop-and-copy phase for the transfer of essential kernel
structures to the destination is carried out. The rest of the
memory pages are transferred when accessed by the target
node. The downtime is minimized at the expense of a longer
total migration time.

Both approaches have negative repercussions in terms of
perceived quality of service to a user accessing the service
running in the migrating VM.
A pre-copy approach is hence adopted as a balance between
downtime and total migration time [14]. In this technique,
modified memory pages are iteratively copied. Each iteration
copies modified memory pages of the previous round to the
destination host. The aim of this is such that both downtime
and the total migration time are kept at a minimum.
Factors that affect the duration of the total migration and
downtime period are mainly the migration link bandwidth and
the dirty page rate. The latter refers to the rate at which a
VM‟s memory pages are being modified during each pre-copy
iteration [11].

These conditions are important in defining the duration of
the downtime as well as the total migration. Condition 1
ensures that the downtime is kept to a minimum as few pages
will be transferred in the stop-and-copy phase. Conditions 2
and 3 simply force the migration into d) irrespective of how
many modified pages that still exist at the source host. This
therefore will have an impact on the downtime of the VM.

III. PRE-COPY ALGORITHM

IV. TESTBED IMPLEMENTATION

Pre-copy approach is widely implemented by hypervisors
during live VM migration. Hypervisors such as VMware [15],
Xen [16] and KVM use this algorithm for memory migration
between source and target hosts.
As discussed in section II, this technique tries to balance the
downtime and the total migration time of a migrating VM. The
stages [14] involved in the algorithm are:
a) Pre-Migration – A target host is pre-selected for future
migrations by the source host. The VM is running at
the source host at this point.
b) Reservation – The necessary computing resources are
reserved by the target host for the incoming migrating
VM.
c) Iterative pre-copy – During the first iteration the entire
RAM is copied from the target to the source host.
Subsequent iterations copy only the memory pages
that were modified during the previous iteration.
These modified memory pages are referred to as dirty
pages.
d) Stop-and-copy – The VM at this stage is suspended so
as to copy its CPU state as well as any remaining
memory pages to the target. At this point both the
target and the source host have consistent copies of
the VM.
e) Commitment – The source host releases the VM state
after the target acknowledges it has received a
consistent image. The target now becomes the
primary controller of the VM.
f) Activation – The VM is then activated on the target
host. Post migration code runs to reattach device
drivers to the VM.
It is important to highlight that the iterative pre-copy stage is
resource intensive in terms of CPU as well as networking on
the source host. This has an impact on the application running
in the VM in terms of performance. A downtime is observed at
d) as no CPU cycles are processing the VM at neither the
source nor the target host.
In order for the iterative stage described in c) to exit and go
into the next stage, some conditions need to be satisfied. In the
case of Xen [11], there are 3 stop conditions:

1) Less than 50 memory pages were dirtied during the
last pre-copy iteration.
2) 29 pre-copy iterations have been carried out.
3) More than 3 times the total amount of allocated RAM
to the VM has been copied to the target host during
the iterative stage.

In this section our testbed is setup as shown in Figure 3. The
test environment consists of 2 dual-core Intel machines; host A
with CPU 2.80GHz and host B with CPU 2.00GHz both
having 2GB of RAM. All nodes are interlinked with a gigabit
Ethernet switch. CentOS 5.8 (Linux 2.6.18.308) as dom0 with
Xen kernel version 3.1.2 is installed on host A and host B,
while a computer running CentOS 5.8 acts as the iSCSI
storage.
The iSCSI storage is used to provide shared storage to the
virtual machine's filesystem, accessible to both host A and host
B.
The virtual machine or domU is created on host A through
Xen's virtual machine manager application, virt-manager.
During the VM creation process, the resource allocation of the
virtual CPU, RAM, storage and networking parameters are
setup.
Host A is running domU with CentOS 5.8 and with Asterisk
version 1.6.2.20 installed. Asterisk is an open source IP
telephony software which may be used to build a host of
communication applications such as IP PBX, voice gateways
and IVR (Interactive Voice Response) [17].
The client shown in Figure 3 is running SIPp which is a free
open source performance test tool for the SIP protocol [18]
and can be used to generate signalling plane traffic.
SIPp contains default scenarios to suit different test
requirements. The user agent client (UAC) scenario establishes
and releases multiple calls with the INVITE and BYE methods
[18]. Throughout this experiment, the default client scenario is
used to generate signalling traffic to the Asterisk VM. A delay
variable is used to control the call length which in turn creates
a workload on the Asterisk application.
A live migration of this VM from host A to host B will be
executed and performance metrics will then be collected for
analysis.

B. Downtime and Pre-copy Iterations
The downtime experienced is noted to be less than or equal
to 500ms for all VM sizes. With the VM in an idle state, the
live migration is completed within 6 iterations or less for all
VM sizes as shown below in Table 1.
Table 1: Downtime and Pre-copy Iterations for Idle Virtual
Machine.
VM Size
Iterations
Downtime (ms)
5
400
1024
6
500
512
4
500
256
4
450
128
4
475
64

Figure 3: Testbed Implementation.
A. Migration Time
It is observed in Figure 4 below that the larger the VM size
the longer it takes to migrate the service from the source to the
target. Also, when the VM is active it implies that the modified
memory page rate increases and this has an effect on the
migration time.

This implies that stop condition 1) previously discussed in
section III, triggers the pre-copy algorithm to go into the stopand-copy stage since less than 50 memory pages were dirtied
during the previous iteration.
Figure 5 below illustrates the migration bandwidth consumed
to iteratively copy and send the memory pages. It is noted to
be higher than the dirty page rate hence only 5 iterations are
carried out to migrate an idle VM of size 1024MB. Ideally, a
higher transfer rate as compared to page dirty rate is desired as
this means less time is spent sending memory pages and
therefore a shorter downtime and migration time is
experienced.

Figure 5: Memory Transfer Rate Vs Page Dirty Rate for Idle
Virtual Machine.

Figure 4: Total migration time for different VM Sizes.
For VM size 1024MB, it is noted that the migration time
increases by 5.3 seconds in the active state as compared to
when it is in an idle state as seen in Figure 4.

When the VM is in active mode and live migrated, the
downtime increases across all VM sizes as shown in Table 2
below. The number of iterations needed to complete the
process also increases beyond the permissible maximum of 29
and stop condition 2) triggers the stop-and-copy phase to
begin.

Table 2: Downtime for Active Virtual Machine.
VM Size
1024
512
256
128
64

Iterations
30
30
30
30
30

Downtime (ms)
600
575
600
550
625

As shown in Figure 6, the migration bandwidth is less than
the page dirty rate which then implies more iterations are
required to copy the modified memory pages.

Figure 7: CPU Usage during Iterative Pre-copy Stage.
Host A has an average CPU utilization of 93% while Host B is
46%. The iterative pre-copy is a CPU intensive process on the
source host A and this has an impact on the quality of service
of the migrating Asterisk application.
E. Latency
The latency of the VM is recorded by sending a ping every
50ms to the Asterisk VM with IP address 10.10.10.9. It is
noted that the latency is on average 0.300ms when the VM is
idle.
Figure 6: Memory Transfer Rate Vs Page Dirty Rate for
Active Virtual Machine.
C. Link Bandwidth
To investigate the effect of link bandwidth on the live
migration process, a cat5 LAN cable with a 100Mbps limit is
used to link host B to the switch.
Table 3: Downtime for Active VM size 1024MB with
l00Mbps link bandwidth.
VM Size
1024

Iterations
30

Downtime (ms)
2350

This results in a significant increase in the downtime and
migration time during the live migration as Table 3 shows. The
downtime for an active VM size 1024MB increases from
600ms as shown in Table 2 to 2350ms. The migration time
recorded for this experiment is 93 seconds which is 5 times
longer than what is recorded for a gigabit link as shown in
Figure 4 for an active VM size 1024MB. This bandwidth
bottleneck highlights that the migration bandwidth plays an
important role in the migration time and downtime.
D. CPU Usage
Figure 7 below shows the CPU usage during a live
migration's iterative pre-copy stage on both host A and host B.

Figure 8: Latency during Live Migration of 1024MB VM.
As shown in Figure 8, the idle period is between the 5s to 6s
mark. The migration begins at the 6s mark and goes until the
17.5s mark. The average response time during this period
increases to 3.99ms which represents approximately a 13%
increase in latency. There is no response from the Asterisk VM
between the 17.5s to 18.1s mark which constitutes a downtime.
After the VM is activated at host B, there is a brief spike in
latency to 112ms which is caused by the running of the post
migration code to reattach the device drivers to the VM at host
B.

V. CONCLUSION
In this paper, we have presented the importance of server
virtualization and the resource management benefits that it
offers through the live migration feature.
The effect a live migration has on VoIP service availability
in terms of downtime has been a contribution in this paper.
The downtime of this service in a virtualized environment is
crucial to service providers in terms of maintaining a SLA with
their clients.
The experiments carried out were also evaluating the
migration time and resource overheads of a migrating VM
hosting a service. The CPU and networking overheads were
also shown to demonstrate the resource strain put on the
physical host as the live migration is being executed.
The page dirty rate and the migration bandwidth are very
important factors that affect the downtime and migration time
and consequently the end user‟s experience as they access the
hosted service.
Ongoing research is looking at optimization techniques that
may be used to improve the impact live migration has on the
quality and availability of a service. Future work will extend
the live migration to non-real time services as well to assess its
performance.
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